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Abstract— Zero-Shot Learning (ZSL) is a new paradigm in
machine learning that aims to recognize the classes that are not
present in the training data. Hence, this paradigm is capable
of comprehending the categories that were never seen before.
While deep learning has pushed the limits of unseen object
recognition, ZSL for temporal problems such as unfamiliar
gesture recognition (referred to as ZSGL) remain unexplored.
ZSGL has the potential to result in efficient human-machine interfaces that can recognize and understand the spontaneous and
conversational gestures of humans. In this regard, the objective
of this work is to conceptualize, model and develop a framework
to tackle ZSGL problems. The first step in the pipeline is to
develop a database of gesture attributes that are representative
of a range of categories. Next, a deep architecture consisting
of convolutional and recurrent layers is proposed to jointly
optimize the semantic and classification losses. Lastly, rigorous
experiments are performed to compare the proposed model
with respect to existing ZSL models on CGD 2013 and MSRC12 datasets. In our preliminary work, we identified a list of
64 discriminative attributes related to gestures’ morphological
characteristics. Our approach yields an unseen class accuracy
of (38%) which parallels the accuracy obtained through stateof-the-art approaches. Future work involves the following: 1.
Modifying the existing architecture in order to improve the
ZSL accuracy, 2. Augmenting the database of attributes to
incorporate semantic properties, 3. Addressing the issue of data
imbalance which is inherent to ZSL problems, and 4. Expanding
this research to other domains such as surgeme and action
recognition.

I. M OTIVATION AND R ELATED W ORK
Gestures play a crucial role in human-human communications and while we interact with gaming consoles, smart
devices and touch interfaces [1]. Current gesture powered
interfaces such as Microsoft HoloLens, PACS and Xbox
consoles [2] are constrained to a pre-determined set of hand
gestures and can not adapt to the new gestures that users
might prefer to use. This limitation has led to the advent
of new paradigms in machine learning such as Zero shot
learning (ZSL) [3], [4]. Figure 1 illustrates the ZSL for
unfamiliar gesture recognition.
ZSL aims to recognize the unseen object categories/classes
by just having a high-level description of them [5], [6].
In other words, the trained ZSL models are expected to
recognize the novel classes/gestures that were not present
during the training period. ZSL is inspired by the way
humans identify new species or children recognize unseen
animals or new objects just by knowing their high-level
properties/attributes such as color, shape, texture etc. In a
similar manner, ZSL relies on such attributes to transfer the
knowledge gained from a finite set of seen classes to the
categories that were never seen before [7].
ZSL is particularly beneficial in the scenarios where there
are uncountable number of classes (as in the case of gestures)

or when the data is extremely scarce for some classes while
there is a plenty of data for others [8]. Furthermore, this
paradigm has the potential to naturally adapt to the new
classes without having to re-train the entire network from
scratch to increase the number of classes [7]. Hence, it has
been a hot topic in the machine learning community with a
plethora of academic articles published every year pushing
the limits of unseen class accuracies [9]–[11].

Fig. 1: An example of ZSL for gesture recognition (ZSGL).
Browse is the new command appeared after training stage.
It has been learnt that the problem of ZSL has been extensively studied in the static domains such as neural decoding
[3], scene understanding [12] and animal/bird recognition
[4]. The presence of several publicly available datasets
(SUN [12], aPascal [4] and AwA [5]) and benchmarks has
encouraged researchers to thoroughly investigate ZSL for
object recognition. Hence, we have seen a consistent increase
in the unseen class accuracies on AwA dataset from 57% in
2013 [5] to 86% in 2018 [13]. However, ZSL for temporal
problems such as unfamiliar gesture recognition (ZSGL) is
ill-defined and has hardly been investigated in the computer vision research. The lack of large-scale attribute-based
datasets coupled with the intrinsic complexities associated
with the temporal data makes ZSGL a particularly challenging problem. In this regard, the main goal of this work is to
theorize, model and develop deep learning architectures for
ZSGL problems.
Our approach to address the problem of ZSGL can be
decomposed into four sub-tasks. First, we relied on literature
in semantics, gestures, computational linguistics, and human
factors studies to create a taxonomy of gesture attributes that
are representative of a range of gesture categories. Next, we
conducted crowdsourced human studies to create attribute annotations for gestures present in CGD 2013 [14] and MSRC12 [15] datasets. Next, we proposed a deep architecture for
ZSGL that jointly optimizes reconstruction, semantic and

classification losses. Lastly, we conducted experiments to
compare our approach against the existing methods in ZSL
such as DAP [7], SAE [13] and ESZSL [16]. Preliminary
results related to this work were published in ICMI [17],
ICPR 2018 [18] and FG 2019 [19].

Fig. 3: Our proposed approach (SAE-CL) for ZSL.
B. SAE with Classification Loss (SAE-CL)

Fig. 2: Visualizing continuous gesture descriptions in the
form of a heatmap. Light color is 1 and dark color is 0.
II. M ETHODOLOGY
Let us start by defining the notations. Let S be a set of
training (seen) classes, U be a set of unseen classes, zs be
the number of seen classes and zu be the number of unseen
classes. Let a be the number of attributes. Note that S and
U share the attribute space i.e. they have equal number of
attributes. Let ms be the number of instances in seen/training
data. For ZSL, note that S ∩ U = φ. Let X ∈ Rd×ms be the
input feature matrix, Y ∈ {−1, 1}ms ×zs be the ground truth
labels, S ∈ [0, 1]a×zs and Σ ∈ [0, 1]ms ×a be the per-class
and per-instance semantic descriptions of the seen classes
respectively. Let V ∈ Rd×a be the weight matrix learned
using our SAE-CL approach (Fig. 3).
A. Database of Gesture Attributes
Our attribute creation and annotation protocol is inspired
from the approach followed by Patterson et al. [12] who
introduced the database of scene attributes. In this regard, our
first task is to obtain a comprehensive list of gesture attributes
from the literature of semantics, gesture representations
and computational linguistics. Clearly, a large number of
potential attributes exist and considering all of them would
lead to sparse representations. Hence the attributes that help
discriminate and be representative of a wide range of gesture
classes were chosen. Overall, the taxonomy of gestures’
semantic properties consisted of 64 attributes related to
gestures’ motion, orientation, and state of the hand.
The next step in the pipeline was to develop a web
application/interface that facilitates the annotation of these
attributes. The web application was made accessible to the
large population of annotators through Amazon Mechanical
Turk (AMT or MTurk). There were a total of 28 distinct
gestures present in our database. Each gesture was annotated
by 20 MTurk workers and their annotations were averaged
to obtain the semantic description for each gesture category.
These semantic descriptions were represented as a heatmap
(refer to Figure 2).

An encoder-decoder paradigm was used in this work to
model the ZSL problem. The encoder maps the feature
vectors to a latent space while the decoder re-maps the latent
vectors back to the feature space. This loss (refer to Eq. 1)
ensures that the learned latent space representations contain
enough information to reconstruct the original feature vectors. In addition to the reconstruction loss, we incorporated
the semantic-classification loss into the loss function. This
forces the learned weights to jointly minimize the semantic
loss while clustering instances belonging to the same class
together.
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The latent representations learnt by the auto encoder
should be forced to have the semantic meaning as the class
attributes are obtained through human annotations. Hence
it is essential to add a component to the loss function
that simultaneously optimizes for semantic and classification
losses (refer to Eq. 2).
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The overall loss is nothing but the weighted sum of Lr ,
Lsc and the regularization term (refer to Eq. 3).
L = Lsc + αLr + β kV k
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Optimizing the loss function given in Equation 3 i.e.
∂L/∂V T = 0 yields a solvable Sylvester equation ( refer
to Eq. 4) of form AV + V B = C. Sylvester equation can
be easily solved using linear algebra packages of Matlab or
NumPy. Note that α and β are the hyperparameters.
⇒ XX T V + V β(SS T + αI)−1 = (XY S T + αXΣT ) . . .
(SS T + αI)−1

(4)

C. Feature Extraction for Gestures Using BLSTM
Now, the goal was to find out the feature representation
that yields best performance on ZSGL tasks. For simplicity,
the coordinates of both the left and right hand of the gesture
performer with respect to the shoulder were used as the initial

set of raw features. Without the loss of generality, we can
use the RGB-D videos to extract the features by adding a
convolutional layer in front of the recurrent model.

is considered as a sample. It was found that DAP and SAE
outperformed ESZSL (p ≤ 0.05) while there is no significant
difference between DAP and SAE. Given that our data is
relatively small in terms of total number of classes and
instances, the results obtained on unseen gesture predictions
are promising.
TABLE II: Comparison of unseen accuracy of several ZSL
approaches(%). Columns indicate the feature extraction techniques. Third column refers to the engineered features.

Fig. 4: BLSTM Model for feature extraction.
The idea was to train a bi-directional LSTM (BLSTM)
to minimize the gesture classification and semantic errors on
the seen dataset. This model was consistent with the end-goal
of ZSGL as it minimizes the semantic loss in addition to the
classification loss. Hence, a trained BLSTM model can be
used as a feature extractor for ZSGL tasks. First, a BLSTM
was trained on a CGD 2013 dataset [14] consisting of 18
gesture classes. Each category consisted of approximately
240 samples of varying number of skeleton frames. Similar
to the previous approaches, relative 3D position of both the
hands w.r.t the shoulder was used to train the BLSTM. The
last layer of a trained BLSTM was used as a feature vector.
If the hidden size of BLSTM is 32, this method resulted in
a 64-dimensional feature vector.
III. E XPERIMENTS AND R ESULTS
Our gesture attribute dataset [19] consisted of 26 gesture
classes: 18 from CGD 2013 dataset [14] and 8 from MSRC12 dataset [15]. Each class in CGD dataset has approximately
400 examples while each class in MSRC dataset has 600
examples. Segmented skeletal data was available in each
of these datasets. Further, a subset of 34 binary gesture
attributes were used to represent the gestures in semantic
space. These attributes comprised of direction of motion and
orientation of both the hands.
TABLE I: Performance of existing ZSL approaches in terms
of accuracy (%)
Split/Method
Split 1
Split 2
Split 3
Split 4
Split 5
Mean/std

DAP - SVM
35.2
29.6
33.1
35.3
37.1
34.1 ± 2.9

DAP - LC
34.3
27.5
32.9
39.1
31.9
33.1 ± 4.2

ESZSL
20.1
26.6
27.8
46.7
41.3
32.5 ± 11

SAE
33.3
41.2
36.6
29.8
31.6
34.5 ± 4.5

To this end, our next task was to build classifiers to
recognize the attributes. In this regard, 80% of classes
(21/28) were used for training and 20% of the classes (5/28)
were considered for testing. Note that the gestures in MSRC12 and CGD 2013 were distributed across the seen and
unseen classes. Overall, we created five seen-unseen splits,
where each split consists of 23 seen classes and 5 unseen
classes. Accuracy of unseen class prediction for each of these
splits was reported in the Table II. Further, we conducted a
paired t-test between the ZSL approaches where each split

DAP
ESZSL
SAE
SAE-CL*

Raw
26.7 ± 7.2
21.8 ± 9.96
33.76 ± 11.2
30.6 ± 10.2

Deep
29.6 ± 9.04
19.6 ± 3.7
22.85 ± 7.3
23.5 ± 8.7

Eng.
37.6 ± 11.1
19.8 ± 10.1
36.2 ± 9.2
38.1 ± 7.3

Next, we tested our approach with three types of features:
1. Raw skeletal features (3D positions of left and right
hands), 2. Engineered features (velocity and acceleration
of both the hands) [20] and 3. Deep features computed
using our approach. Overall, the gesture instances were
represented as a 60, 28 and 64 dimensional vectors. For
the deep features approach, a BLSTM was trained with the
skeletal features of both hands (3D coordinates w.r.t the
shoulder) to classify the seen classes accurately. A fivefold cross validation procedure was used to determine the
hyperparameters of the BLSTM model. The trained model
yielded a classification accuracy of 80% - 90% on the test set.
Such high classification accuracies indicate that the features
generated from the trained BLSTM were discriminative of
the gesture classes. Hence this trained model was used to
extract features for all of the 26 gesture categories.
Further, the approach proposed in this paper (SAECL) was compared against three popular ZSL approaches,
namely, 1. DAP [7], 2. ESZSL [16] and 3. SAE [13].
In DAP, a binary SVM classifier was trained per each
attribute resulting in 22 classifiers. The congregation of these
classifiers was used to recognize the unseen classes. We
considered 20 random seen-unseen class splits, and mean
and standard deviation of the accuracies were reported.
IV. C HALLENGES AND F UTURE D IRECTIONS
There are several challenges associated with the ZSGL
problems. This section discusses these challenges and potential future directions. The first issue is related to the data
imbalance. For instance, in the Figure 2, it can be noticed
that there is a significant amount of data imbalance at an
attribute level. Ideally, we want each attribute to be present in
half of the seen classes and absent in the other half. However,
in this dataset, some attributes are either present/absent for
most of the classes. Such attributes are difficult to learn and
appropriate techniques such as data augmentation should be
used to account for data imbalance. In addition, the cost
function can be re-structured to weigh the error associated
with the minority/majority classes differently depending on
the class priors.
The second challenge is related to the unseen class accuracies. Results show that the ZSGL models obtain an

accuracy of 34 - 38% approximately for five unseen classes.
In our experiments, each gesture sample was re-sampled to
a fixed length during the preprocessing stage. However, the
performance of these models can be improved by making
appropriate architectural changes in order to account for the
inherent temporal variance associated with the gestures. Such
modifications include training the LSTM or Gated Recurrent
Unit (GRU) for variable length training data. In addition,
the augmentation techniques that are specific to the temporal
data such as random cropping in time domain can be used
to increase the size of the data.
Third, our current formulation is based on the assumption
that the gesture attributes are independent of each other.
However, we found that there are some correlation between
the attributes which is currently ignored in our analysis. For
instance, leftward and rightward motion of the hand are
complementary to each other. Incorporating such relationships into the ZSL architecture can significantly improve the
performance of the models. Furthermore, it was assumed that
there is no missing data in the gesture descriptions of unseen
classes. However, in real scenarios, it is possible that the
unseen gestures have annotations for only few descriptors.
Hence, the ZSL models should be trained to predict the new
classes with partial semantic information.
In ZSL, the goal was to recognize the new classes, however, it was a norm to assume that the samples present in the
testing stage belong to the unseen classes. However, in the
realistic scenarios, the trained models might encounter the
seen classes in the testing stage. Hence, we need to explore
generalized ZSGL techniques which relax this assumption
and can potentially recognize both seen and unseen classes.
This scenario is referred to as open set condition.
Next, our experiments utilize the skeleton features of the
gesture samples to recognize unseen gestures. Given the
abundant RGB-D data, especially for gestures, we hypothesize that the ZSL accuracies can be greatly improved by
incorporating the RGB-D data into the ZSL architectures.
This would require modifying the ZSL architecture by adding
a 3D convolutional network in front of the LSTM model.
Furthermore, this model should be trained to minimize both
the classification and semantic losses.
Lastly, our approach to comprehend unfamiliar gestures
can be extended to other domains such as action and
surgeme recognition. A surgeme is nothing but an atomic
surgical procedure performed by a robot (for e.g. DaVinci).
In this regard, we will investigate methodologies to test our
approach in these domains. This would require augmenting
the list of attributes to incorporate the characteristics related
to the actions and surgical tasks.
In addition to the aforementioned milestones, a preliminary examination of the research progress will be held at
the end of December 2020. Faculty specialized in the areas
of gestures, machine learning, natural language processing
will conduct this preliminary examination. The expected
graduation date is by the end of 2021 or beginning of 2022.
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